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Abstract. Despite the increasing prevalence of inquiry-based learning
(IBL) platforms, IBL research still has many open questions in construc-
tivist contexts, such as when to offer help. In this paper, we explore wheel
spinning in an open-domain inquiry-based modeling platform. We estab-
lish why closed-domain conceptions of wheel spinning do not work well in
open domains, and we postulate key features of a working characteriza-
tion of wheel spinning for an open-domain IBL platform. We also present
a comparative quasi-experimental study of two groups of learners: While
both groups worked with the same publicly available IBL platform called
VERA, one group used VERA in a large graduate class at Georgia Tech
and the other group was composed of globally-distributed self-directed
learners (SDLs) who accessed VERA through various public websites.
We use sequential pattern mining on the results in order to determine
what wheel spinning looks like on the VERA platform and how to best
identify it. Generalizing, we apply this research to the quitting behav-
iors of SDLs. Finally, modeling both user groups’ action sequences into
Markov chains, we identify the stage at which an IBL platform may offer
proactive feedback to the learners.

Keywords: Inquiry-Based Learning - Wheel Spinning - Self-Directed
Learning - Sequential Pattern Mining.

1 Introduction

As opposed to in-person tutoring, Intelligent Tutoring Systems (ITS) often lack
the ability to identify when the user is engaging in unproductive behavior [22].
To alleviate this gap, wheel spinning has become a well-researched theme in ITS
literature [28]. Research has postulated the value of using wheel spinning as the
foundation for ITS [27,28]. Accounting for wheel spinning is critical because it
has been correlated with loss of motivation and therefore quitting behaviors [20].

The most frequently used framing for wheel spinning was conceptualized by
Beck and Gong [8] and summarized by Zhang et al. (2019) [28] as “failing to
get three attempts correct in a row within the first 10 practice opportunities.”
However, methods to detect wheel spinning in the context of well-defined prob-
lems and answers do not transfer well to open-domain educational environments
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because the outputs of the latter are not easily broken down into knowledge
components [19].

In inquiry-based learning (IBL) platforms, the process of learning is often
more important than the content being taught, and they tend to be grounded
in more constructivist theories of education [6,21]. Given that open-domain
and IBL platforms vary greatly, it is difficult to develop a framing of wheel
spinning that is broadly applicable. Alternative conceptions and framings of
wheel spinning used when analyzing these platforms can be read in Section 3.2.
One difficulty that occurs when defining wheel spinning within these systems
is separating it from productive persistence, “The ability to steadily maintain
an action or complete a task despite failure or adversity.” [20] Previous research
has demonstrated methods of differentiating between productive persistence and
wheel spinning but only in closed-domain problems [17]. Further discussion of
the value of productive persistence is discussed in Section 3.4.

In summary, it is important to keep students engaging in productive per-
sistence, repeating productive paths of inquiry, while helping them away from
wheel spinning, repeating unproductive paths of inquiry. Therefore, we propose
the following framing of wheel spinning that applies to constructivist theory:
Wheel spinning occurs “when a user is unproductively taking actions that do
not correspond to an internal hypothesis or goal state, past the point of produc-
tive persistence.”

However, since there is no one correct answer in IBL platforms (or open-
domain learning systems more generally), how do we know when a users actions
do not correspond to their internal hypothesis or goal? In short, one must ask
them. There are many ways of doing this including think-alouds, affect recog-
nition, or perhaps deep learning in neural nets using massive data, if available.
Given that this research is hoping to serve as the foundation of a proactive IBL
platform, we are hoping to determine, in an automated fashion, when would be a
good time to offer tutoring in the system. Additionally, because this is prospec-
tive research, we are unable to benefit from the large amounts of data produced
by an already existing ITS system for data-dependent machine learning methods.

Instead, our research focuses on running a quasi-experiment where we asked
82 students from a graduate class in cognitive science at Georgia Institute of
Tcehnology (a R1 university in USA) to click on an in-software coach request
button within the inquiry-based ecology modeling tool VERA (Virtual Ecologi-
cal Research Assistant) [2-4]. We then use sequential pattern mining (SPM) [1]
and data mining to develop a generalized conception of when a student might
be spinning wheels.

2 VERA: A Platform for Inquiry-Based Learning

VERA is made up of two main components: a conceptual modeling tool and
a simulation engine. Learners are able to model different ecological systems by
creating and modifying the system components and relationships between them.
These ecological systems are captured through a Structure-Behavior-Function



Title Suppressed Due to Excessive Length 3

model [13,23] that allows for agent-based simulations of ecological phenomena
[2].

Figure 1 shows the conceptual modeling interface that lets learners imagine
and model a diverse set of possible ecologies.
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Fig.1. VERA modeling interface. Coach request button looks like teacher in front of
chalkboard

Figure 2 shows the interface to the simulation engine, where student can
visualize their ecologies interacting as a time series of the population of the

species they modeled, where the x-axis tracks time in months and the y-axis is
population.

Cougar Model Example /Zths @

Project: Expand Research, Cloned from: Cougar (311910)

SeoriBao ey

Population Counts v Months

1100

1000

900
800

700 Time:239 Value: 697

600

400

300

Fig. 2. Simulation Environment for VERA

In VERA, the simulation component acts as a feedback or evaluation step
where students can check the hypothesis of their conceptual model [2-4]. The
core of this process is similar to causal models developed by White et al. which
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centered around model-simulate-refine loops [26]. VERA also provides access
to coaches that provide help on the modeling process to the learners when re-
quested. At present, the coaches in VERA are reactive in that they offer advice
only when asked. We seek of develop proactive coaches that would provide guid-
ance to learners when they detect wheel spinning.

This research will demonstrate a methodology for identifying wheel spinning
in VERA. First, we will affirm that wheel spinning occurs in VERA. Second,
we will use sequential pattern mining to identify common patterns that a user
engages in before making a request to a coach for help. Third, we will generalize
this identification of wheel spinning to the end-of-session actions of self-directed
learners; these are learners that use the VERA platform on their own outside of
the classroom, and therefore have modeling behavior that corresponds to internal
goal states unknown to us instead of known classroom assignments. Lastly, we
will use Markov chains to estimate the best time to offer proactive help as part
of VERA.

3 Background

3.1 Inquiry-based Learning

Research into IBL in open domains, particularly in the form of interactive learn-
ing environments, has seen a massive increase in popularity over the years [11].
IBL gives learners the opportunity to practice meta-cognitive skills, which have
been shown to play a significant role in academic achievement and learning out-
comes [9, 11, 12]. Additionally, higher meta-cognitive skills are correlated a higher
likelihood to engage in help-seeking behavior [12]. IBL, however, struggles with
keeping students on productive learning paths, and the question of how to keep
students from engaging in unproductive modes of inquiry is still open [10].

This motivates the need for a proactive coaches in IBL platforms such as
VERA that can identify when a student is spinning wheels and offer help. Stu-
dents who are less likely to ask for help have a direct need for a proactive coaches
that can scaffold their experience in an IBL education system, potentially alle-
viating the lack of meta-cognitive skills that prevented them from seeking help
in the first place. This research hopes to answer the question of “when” an IBL
would offer feedback by developing a framing for and centering identification of
wheel spinning in open domains. The question of what that feedback would look
like and how it will be presented is left to future research.

3.2 Wheel Spinning

Wheel spinning has been linked to both lower motivation in learners as well as
an avoidance in help seeking behaviors [20]. For this reason, it is important to
construct and develop a methodology by which wheel spinning can be identified,
and with the eventual intervention of ITS, rectified. As mentioned previously the
most common conception of wheel spinning involves the failure of answering the
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same question correctly three times in a row within 10 attempts. This framing is
the most popular and works well with the literature on knowledge components
[28].

Zhang et al. has research that looked at six different wheel spinning detectors
using two different criteria across multiple datasets, but the given detectors or
criteria are not generalizable to inquiry-based or open-domain problems [28].
Owen et al. discusses the importance of differentiating wheel spinning in a closed-
domain mathematics game [20]. In doing so, they relate wheel spinning to lower
gameplay efficiency, effectively tying the conception to a measurable goal state.
This manifests as a framing of wheel spinning as “a great deal of effort with
very little progress.” In this sense, this conception is closer to a constructivist
framing, as it does not specify explicit goal states and knowledge components.
However, it lacks a differentiation from productive persistence.

Next, this relation of lower gameplay efficiency relates to research from Bauer
et al. which uses sequence analysis in a protein folding scientific discovery game
Foldit [7]. While Foldit lacks clear goal states and specification of direct relation-
ships between a student’s current state and their final goal state, the game still
has a quantitative measure of success based on the energy level of the protein
folding. This allows a differentiation of high-performing and lower-performing
learners that is not directly applicable to VERA. However comparison with
Foldit would give us some idea of what wheel spinning would look like in a more
open domain.

3.3 End-of-Session Activities

End-of-session behavior for educational systems is still a growing field of research
[15] [27]. There are many reasons to consider end-of-session actions including
completion of the goal, frustration, or distraction [15]. Wu et al. researched the
quitting behavior of students within a digital game for learning genetics [27].
They found three categories of quitting behavior, one of which is exemplified
by students quitting after an extended period of not reaching their goal. This
matches our conception of wheel spinning and corroborates previous research
on the correlation between wheel spinning behavior and quitting behavior. The
authors come to a similar conclusion by suggesting that the research can be used
to dynamically change the difficulty of the student problem.

3.4 Productive Persistence and Quitting Behavior

Productive persistence, or grit, is highly correlated with achievement and long
term outcomes [20]. For this reason, it is important to differentiate between
productive persistence and wheel spinning, though it is challenging to do so [17].
Kai et al. (2019) did research on differentiating between wheel spinning students
and students engaging in productive persistence within a math game context
using a decision tree. This tree included a number of factors such as number of
attempts, time between problems, number of hints used, etc. In the context of
their closed-domain problem, they were able to identify different categories of
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students that engage in wheel spinning. A possible indicator that a student is
wheel spinning instead of productively persisting is quitting behavior. For this
reason, quitting behavior, especially as in seen in self-directed learning, will be
our comparison point by which we demonstrate a generalizable framing of wheel
spinning in IBL platforms.

3.5 Sequential Pattern Mining

SPM has made an impact across many fields in recent decades [24]. It aims to
identify patterns of behavior across multiple sequences, though further analysis
is required to identify significant or insightful results. Several pattern mining
techniques exist [14], and this paper uses a constraint-based SPM library devel-
oped by Wang et al. (2022) [25] which allows temporal data to supplement the
actions in isolation.

Much work has been done in applying SPM in ITS research where success or
performance can be measured objectively and quantitatively. For example, Chen
and Wang [9] demonstrated how SPM can be used to understand user actions in a
online physics simulation of buoyancy. Hansen et al. used both SPM and Markov
Chains to, respectively, quantitatively and qualitatively measure unproductive
student behavior in a mathematics educational system [16]. Additionally, Kin-
nebrew, Loretz, and Biswas used sequence mining in an IBL platform, Betty’s
Brain, in order to differentiate between high and low performance students and
therefore productive and unproductive learning behaviors [18].

There is also recent work with SPM in VERA that grouped users and their
behavior into three distinct approaches: observation, construction, and explo-
ration [5]. Our research builds in part on this prior work.

4 Methodology

4.1 Cohorts

Two groups were compared. The first is a set of independent self-directed learners
(SDLs), identified as 19 users who registered on VERA without academic email
addresses from 2021 to 2023. It is assumed that these users had less structure
and less guided behavior than users for whom working with VERA was part of a
directed assignment. While a tutorial is available on the VERA site, there is no
guarantee that the users follow the tutorial in order to understand how to use
VERA. Additionally, we are unable to know what these users’ goal states were
and whether they reached them before quitting.

The second group was a set of 82 students who took an online graduate course
in cognitive science at Georgia Tech in the summer term of 2023. These users
had an assignment that involved performing multiple experiments with VERA.
The purpose of the assignment was to give students the experience of cognitive
science in action, in the form of tools for conceptual modeling and simulation,
based on cognitive theories of scientific reasoning as well as science learning.
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Due to the structured nature of the assignment, and the fact that students
had to submit their own ecological models, we can assume that the goal state of
the users was the final state of their model. Prior to the release of the assignment,
students were made aware through a post on the discussion board that there
was a mock tutoring feature included in the system. Students were offered extra
credit if they filled out a survey and acknowledged the intent to use the mock
tutoring feature in the system whenever they needed help while modeling. Other
than the note on the discussion forum and an illustration in the survey itself,
students were not reminded of the tutoring feature or what it looked like in the
VERA interface.

4.2 Data recording and Behavior Classification

The VERA database logs user actions with timestamps, recording a variety of
viewing, editing, and simulating behaviors that users attempt. When students
clicked on the tutoring feature, an entry was written into the user log of type
coach request.

Users actions from each cohort were extracted and organized into sessions of
work on a model. A user could have multiple concurrent sessions and a model
could appear in multiple users’ logs. Sessions are defined as consequent action
sequences with no more than a five-minute period between two actions or a ten-
minute period after a simulation. The following types of actions were recorded:
new model, construct model, revise model, start simulation, stop/reset simula-
tion, edit property, clone model, lookup, view model, coach request. New model
refers to when a student creates a new model in the VERA system. View model
refers to whenever they open a model from their project page, or refresh the
model in the browser. Construct model is written to the logs whenever a student
adds a new component or relationship. Revise model occurs whenever a student
either deletes a node or edge or changes relationship type. Edit property refers to
the students changing the parameters of either the components or relationships.
Lookup is when a student users the Encyclopedia of Life (EOL) API to fetch
real world parameters for a biotic component. Clone model is whenever a user
copies a model from another source. Start simulation occurs when a student runs
the simulation for their model and Stop/Reset Simulation occurs whenever they
click to stop or reset simulation buttons on the simulation page.

In the Markov chain diagram below, construct model, revise model, edit
property and lookup are considered “construct model”. Clone model, view model
and new model are considered “new model”. Start simulation and stop/reset
Simulation are considered “simulate”.

After constructing sessions and action sequences from the logged data, co-
horts were further divided into subgroups that focused on coach requests or end-
of-session behavior. Within these groups, sequences were analyzed using Seq2Pat,
a Sequence-to-Pattern Generation Library [25]. This specific library was chosen
for its well-documented Python library and ability to incorporate temporal data
of the sequence and use this as a constraint. This identified repeated patterns
of actions within a given time span across subgroups. For example, the most
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common sequence among the summer 2023 cohort was [start simulation, end
simulation] which occurred in about half of nearly 2400 sequences.

Once identified, sequences were compared across different cohorts to identify
patterns that could be used to signal a need for coaching with close attention
on actions taken before a coach request or the end of a session.

5 Results

5.1 Actions Before Coach Request

Of the 82 students in the cognitive science class that completed the assignment,
21 users made a coach request with a total of 32 requests. These 32 occur-
rences of coach requests are our proof of wheel spinning. For three of the coach
requests, the previous action before the request was also a coach request. We
are omitting these from our Seq2Pat analysis as they do not tell us about user
modeling behavior, though we investigate this pattern later in the results. The
coach requests occurred across the 2399 total sessions taken by the students in
the cognitive science class, meaning that coach requests occurred in 1.21% of all
user sessions in the course. Start simulation and stop/reset simulation are the
most common actions immediately before a coach request, and the next most
common are viewing and constructing models. Starting and stopping the simu-
lation made up 19 of the total coach requests amounting to 65.52% of the total
requests. Four coach requests, additionally, occurred right after viewing a new
model.

5.2 Sequences of Note

Seq2Pat output the following sequences of note as shown in Table 1. Sequences
are ordered on the table based on the prevalence of the coach requests for each
sequence divided by the prevalence of the sequence across all modeling sessions.
This is the last column Request/Total. This prioritized less common sequences
that have a higher number of coach requests. The Cogsci % column refers to
the prevalence of coach requests among the sequence in the cognitive science
class. The Request number refers to the raw number of coach requests following
each sequence. End % refers to the likelihood that end session would follow
the sequence for the SDLs. It is also worth noting that very few non-simulation
patterns were listed by Seq2Pat. Start simulation and stop/reset simulation were
the most common patterns before quitting actions and coach requests. From this
we can also gather that the most common action after a start or stop of the
simulation is another start or stop. As we do not want to offer assistance every
time a student stops or starts a simulation, it is important that we offer help
only after specific patterns of activities. Table 1 shows us which patterns would
be useful to offer help after, but more information, which we will examine later,
is needed to determine when in the full modeling journey to offer that help.



Title Suppressed Due to Excessive Length 9

Table 1. Tables showing sequences of note that had a high prevalence of coach request
to commonality of action sequence ratio and comparison to end of session ratio

Pattern Cogsci %|Request #|End %|Request/Total
Stp Sim, Stp Sim, Strt Sim 71.38 6 90.90 1.922
Stp Sim, Strt Sim, Stp Sim, Strt Sim| 67.03 4 87.50 1.921
Stp Sim, Strt Sim, Stp Sim 71.19 5 87.50 1.915
Stp Sim, Strt Sim 83.87 9 87.50 1.899
Stp Sim, Strt Sim, Strt Sim 76.46 6 90.00 1.897
Stp Sim, Strt Sim, Strt Sim 76.46 6 90.00 1.897

5.3 Total User History and Patterns Across Sessions

Table 2 demonstrates where in the modeling process the coach requests occurred.
Six of the coach requests took place on the users very first model, with two of
those requests occurring before any simulation took place. Similarly another
six coach requests occurred on the second model that the user made but only
after they had run 10+ simulations in their VERA modeling experience. The
vast majority of coach requests occurred deep into the VERA modeling process,
after students had run over 100+ simulations, and had created more than four
models.

Table 2. Coach request by model number and simulation count

Model # — Sim #0|1-10{11-50|50-100|101-200|201+
0 2| 2 2 0 0 0
1 0| 0 4 1 1 0
2-3 0 1 0 0 1 0
4-5 0 0 0 0 4 3
6+ 0] 0 0 0 3 4

There were patterns in the coach requests that were not picked up by Seq2Pat
because they occurred across sessions. Nine coach requests occurred within three
actions of the end of a previous session. For seven of the nine, simulation occurred
between the end-of-session and the coach request. This means that the user took
a 104+ minute break from modeling, but did not close the VERA tab as to
prompt the view model action. The remaining two of the nine requests followed
the pattern of [coach request, end session, coach request]. There were additionally
two other patterns of note. First, the open model followed by requesting help,
and second, requesting help after interacting with EOL. Students requested help
after opening a new model or ending a session in 10 cases. In these cases students
did not model or start the simulation. It is important to note, however, in five
of these cases, students began their session, clicked stop/reset simulation twice
when the simulation was not running and then requested help. The last pattern
of note is when students lookup on EOL multiple times. This only occurred once,
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however this pattern is distinct from the modeling and simulating patterns we
have already discussed.

5.4 Markov Diagram

In Figure 3, a Markov diagram helps visualize user actions as they move through
the modeling process. This allows us to examine when a student would need
assistance in their modeling journey. We can see that 15.62% of users that made
a coach request then moved directly to the end-session action. Additionally, we
see that students requested help 2.27% of the time following the construction of
a model and 2.19% of the time following simulation of a model.

Both groups, SDLs and cognitive science students, stayed in the simulation
state at similar rates with a simulation action going into another simulation
action 86.65% percent of the time with the cognitive science students and 76.24%
of the time with the SDLs. Similarly, the movement from simulation to model
construction was alike with students moving from simulation to construction
9.18% of the time for cognitive science students and 5.94% of the time for SDLs.
The end session statistics were highly different between the two groups with
simulation moving to end session only 1.88% of the time in the cognitive science
class and 14.85% of the time in the SDLs case. Lastly, cognitive science students
moved from new model to end session at a 7.14% rate while SDLs did so at a
much higher rate of 18.75%.

ozs
construct model ) 0.6761

P.0312

end_session

Fig. 3. Markov chain for students that requested coaching
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6 Discussion

6.1 When to offer proactive tutoring

There is a tradeoff between the length of a sequence used as a predictor of
wheel spinning and the strength of its signal as a unique predictor. Designers of
IBL platforms such as VERA with proactive coaching will need to make context-
dependent judgments about how much to tolerate coaching that their users might
not have needed in order to increase the likelihood of providing coaching to users
that actually need it. In this context, the process of IBL in VERA contains
simulation as an evaluation step. Running the simulation multiple times presents
no cost to the user other than their own time, and this is the only part of the
process that provides feedback to the user. We can begin to understand why
so much of users’ behavior is concentrated in this stage of the process. The
feedback from the evaluation, the simulation in this case, is absolutely essential to
determining the validity of both the learner’s hypothesis and the more elaborate
conceptual model.

Looking closely into what happens after the feedback of the simulation is
shared with the user, we see some plausible hypotheses emerge about the causes
of coach requests. If the feedback is incomprehensible to the user because, for
example, the organisms completely fail or behave in a way that the user was
not expecting due to lack of ecological knowledge, then the user may struggle to
figure out how to revise their model or adjust the simulation parameters based
on the feedback. This may be a moment when they feel lost and need coaching.
As we can see in Table 2 this can occur even deep into the VERA modeling
process.

If a user starts a new model or comes back to a model after a break, which is
recorded as the end of a session, they may have some need for coaching. This is
especially true if the user stop/resets the simulation without ever starting it. So,
a user ending a session and returning may a good way to differentiate productive
persistence from wheel spinning. The correlation of wheel spinning behavior with
end-of-session behavior goes both ways. Due to the nature of wheel spinning
causing users to become help-avoidant and the fact that users often requested
help early in their model, it may be useful to offer proactive help once to users
at the beginning of their modeling process. This is further reinforced by SDLs
quitting early in their modeling process as described in Section 5.4.

Future work in this area could investigate different demographics and do-
mains to validate or broaden the current understanding of where in the IBL
process learners demonstrate the most wheel spinning. Attempting to measure
or deduce more about the users themselves and their learning behaviors and at-
titudes may help to provide a more differentiated coaching model that is highly
responsive to individual users’ needs. The identification of patterns from this
paper, for example, help seeking during the self evaluation step of instruction
or immediately post quitting and restarting a session, might offer insight into
important times to offer proactive coaching in an IBL platform. Although this
research was designed to bridge a gap in help seeking behavior, it is still prospec-
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tive. Further research is needed to assess the outcomes of attempting to bridge
that gap. Given that learning is so contextual, researchers should be mindful of
the balance between striving to find broadly applicable results and being rigorous
about precisely naming the domain for which their results are valid.

7 Conclusion

In this work we developed a new characterization for wheel spinning that ap-
plies to open-domain IBL platforms. Then using data from an experiment where
students were asked to flag whenever they were wheel spinning, we explored
several methods by which we can find patterns in that data. We found that stu-
dents most often requested help deep into their modeling journey, specifically
during the simulation step of that modeling. We then attempted to generalize
using Seq2Pat to determine when to offer help, identifying common patterns and
comparing them to end of session behaviors for self-directed learners. We also
identified a couple of common patterns in requesting help, for example students
beginning a new model, or students stopping a simulation without starting a
new one. We believe this research promises to be a useful preliminary step in
identifying wheel spinning in open-domain interactive learning environments: it
could be a foundation for an inquiry-based learning platforms that is capable of
providing proactive assistance to students who may be wheel spinning. This will
support more students in finding success in the increasingly complex and open-
ended problems they are solving in academic and professional environments.
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